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ABSTRACT

Objective: To develop a Medical Image Assistant (MIA) to aid in the diagnosis and management 
of patients by retrieving previous radiology images from a hospital database (PACS- Picture 
Archive and Communication System) that match radiology images from a new patient. 

Methods: The MIA consists of 3 components. (i) An Image Analysis module for analysing and 
describing image content. (ii) An Information Management System (known as Panaorama) which 
stores the analysed images and contains domain anatomical and pathological knowledge. 
The images and the domain knowledge are organised in a set of taxonomies, each of which 
represents a particular view on the data or represents a particular context. This data and 
knowledge organisation enables efficient access to images with searches made by image 
content and by pathology. (iii) A Graphical User Interface (GUI) that provides access to patient 
data and enables visual display of the images and the results from image-based searching. The 
MIA’s precision and recall were tested using a database of 700 lung images.

Results: The experiments showed that the precision can be improved with restricting the 
number of retrieved images N, and the recall can be controlled with the similarity threshold. For 
similarity >75%  with N = 50, Precision = 100% and Recall = 25%, and for N = 400, Precision 
= 50% and Recall = 100%, i.e. as well as retrieving all images which closely matched the test 
image, additional images were also retrieved. The average speed of retrieval ranged from 0.75s 
when testing was undertaken with 100 images to 2.2s when 700 images were used.

Conclusion: The developed MIA has the capability of storing diverse medical data and 
knowledge and combining this with an efficient method of correlating, integrating and retriev-
ing multimedia medical information. Further refinements of the system are necessary to 
improve its precision and it will also need to be evaluated for a variety of pathologies in 
different organs. The speed of retrieval of images may also need to be improved as PACS  
databases may contain hundreds of thousands of images.

INTRODUCTION

Diseases usually produce structural changes in organs enabling diagnosis of a dis-
ease or condition to be based on pattern recognition. The accuracy of radiological 
diagnosis has been greatly enhanced by the available range of different imaging 
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techniques capable of providing high quality, detailed anatomical images. Reports by 
radiologists inevitably describe the key features of an image that support a specific 
diagnosis and influence clinical management. 

Several terabytes of medical images are produced every year in hospitals and 
stored in PACS (Picture Archive and Communication System) databases. How-
ever, much of the information in PACS is not fully utilised due to a lack of efficient 
techniques for image access, analysis and exploration. Most current content-based 
image retrieval (CBIR) systems do not work well in medical applications. To cor-
rectly interpret the content of a medical image, a system must be able to accommo-
date anatomical domain knowledge to deal with “quantitative and shape relationships 
of medically relevant structures within an image that are visible to a trained observer”1. 
The same object can be represented differently in an image depending on the imag-
ing technique used. For example blood vessels will appear as circles or ellipses in 
a cross-sectional Computed Tomography (CT) scan, but as a branching elongated 
structure in a plain X-ray taken with contrast injected in the vessel. In essence “a 
new generation of intelligent database systems must emerge” to effectively manage 
multimedia medical information2. 

In this paper we describe a system designed to assist image-based diagnosis by 
providing easy access to patient images from previously diagnosed and managed 
cases that have similar features to a new case. The system known as Medical Image 
Assistant (MIA), provides efficient image manipulation and retrieval. It uses PACS 
as a primary storage database and creates additional views of the data into its own 
database known as Panorama. MIA uses domain knowledge about human anatomy 
and pathology and knowledge of medical imaging protocols to efficiently organise 
the data from the PACS system in Panorama. Image analysis is performed and 
semantic descriptions of the content of the images are generated to support imaged 
based diagnosis at the point of care. 

MIA – MEDICAL IMAGE ASSISTANT

The overall structure of the MIA system is shown in Figure 1. The main components 
are: 

 (i) Image Analysis with computer aided diagnosis (CAD) modules and com-
putational modules for analysing and describing image content.

 (ii) The Panorama Information Management System for storing different 
representation of analysed images, i.e. statistical atlases, for storing medical 
domain knowledge, and other patient data.

 (iii) A Graphical User Interface (GUI) that provides access to patient data and 
enables visual display of the images and the results from image-based search-
ing, browsing and image inspection.

Patient images from the PACS (or the hospital) database are sent to MIA for 
analysis using organ specific CAD systems to generate interpretations of the image 
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content in terms of the imaged anatomy. The processed images are stored in the 
specially designed Panorama database. This possesses knowledge about medical 
imaging techniques, e.g. whether the image is a CT or MRI (magnetic resonance 
imaging) scan, as well as human anatomy, e.g. is the image of the chest or abdomen, 
and pathology, e.g. does the area of interest have a cystic or solid mass. The images 
and the domain knowledge are organised in a set of taxonomies, each of which 
represents a particular view on the data or represents a particular context. This data 
and knowledge organisation enables useful search techniques3:

• Easy access to images both of a current patient and similar previous cases
• Ability to search by pathology and perform other domain specific searches
• Efficient access to images by content using medical/radiology terminology of 

the image

Figure 1. An overview of the Medical Image Assistant (MIA) structure and its 
components
CAD – Computer Assisted Diagnosis, FMRI – Functional Magnetic Resonance Imaging, GUI – Graph-
ical User Interface, HRCT – High Resolution Computed Tomography, MRI – Magnetic Resonance 
Imaging, PACS – Picture Archive and Communication System.
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IMAGE ANALYSIS

The Image Analysis component generates descriptions of the content of images for 
image characterisation, classification and similarity comparison. Efficient access 
to similar cases can help in diagnosis. Similarity is calculated by extracting a set of 
image features for representing the image content, and comparing the values of those 
features. Feature extraction transforms image data into a set of numerical descrip-
tors, e.g. colour, texture and structure components or as a set of symbolic descriptors 
using medical terms, e.g. calcified spiculated mass. MIA uses two sets of modules to 
generate descriptions of the content of an image. Computational modules generate 
statistical description and CAD modules generate semantic description.

Computational modules for feature extraction and representation of the image 
content generate image representation with global image attributes and local image 
attributes. Global attributes include colour histogram, average colour intensity, and 
texture first order. These attributes are calculated for every raw image accessed by 
the MIA system and are used to create global feature vector representation of the 
content of each image. 

MIA uses the Panorama database for storing links to the location of the original 
images, storing the values of the global attributes and storing the value of the global 
feature vector. The global feature vector is used to update the global description 
index. This kind of representation of image content is used by most CBIR systems.

Local image attributes are extracted from a region of interest (ROI) in an image. 
The module for feature extraction can extract 63 image features that represent a set 
of statistical and structural image descriptors. These features include first and second 
order texture, grey level difference and other image features. 

The Computational module performs image characterisation for comparison of 
images by content using the following steps:

 1. Calculate local and global image attributes 
 2. Construct feature vectors 
 3. Calculate similarity between two images or two regions of interest using 

similarity measures 
MIA has four similarity measures, namely Manhattan distance, Euclidean 

distance, Cosine distance and Correlation distance. Which one is used depends on 
the search task and the user preferences. 

The CAD module generates semantic representation of the image content using 
organ specific image attributes. It is used to segment the anatomy of the imaged 
organ, to analyse the content of the segmented parts and to detect and label areas 
with pathological changes. In the current version of MIA, the CAD module is 
specialised for detecting lung anatomy and pathology in High Resolution Com-
puted Tomography (HRCT) images of the thorax. It automatically segments lung 
anatomy4–6 and detects disease patterns in HRCT images. It generates a symbolic 
description of the image content using medical terminology as used in radiology 
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reporting practice6. The organ specific image attributes, which represent the seg-
mented data, are stored as XML (extensible markup language) files and sent to 
Panorama during image insertion. Examples of organ specific image attributes are 
lung lobes, lung segments, lung fissures and diseased regions. 

PANORAMA

An important part of image retrieval is comparing the content of two images to 
determine the degree of their similarity. Since the content of the images in our 
system is represented by high-level symbolic medical terms, the simple request: “find 
all images with similar anatomical feature in the apical area of the lung” translates 
into a complex set of search subtasks. To efficiently find the images with a particular 
anatomical feature, the system needs to know the anatomy of the lung, so that it will 
perform a search only on a subset of images that belong to the apical part of the lung. 
It should also know what is important for particular features, so that it will know 
how to compare them. Consequently, Panorama needs to store different types of 
information represented at different levels of abstraction.

Data Representation
High-level representation of the components of Panorama is illustrated in Figure 
1. The main components are grouped into a database and a knowledge base. The 
database, containing information about medical images and other patient data, is 
organised into a few semantic groups. Each semantic group contains data, which 
belongs to a data structure described in the knowledge base. The knowledge base 
includes:

• A data dictionary that stores meta-data of the application model
• Domain medical knowledge, including anatomical atlases 
• A description and classification of medical imaging techniques and image 

formats
Panorama employs a data dictionary to store information about the objects, 

about the types of attributes, and the range of attribute values used to describe each 
object. It also stores information about the relationships and the organisation of the 
data stored in the database. The knowledge in the data dictionary enables efficient 
access and well-organised display of data.

Panorama uses an object oriented data representation7. This enables efficient 
implementation of complex object models of medical knowledge. The data and the 
domain knowledge are represented with different hierarchies. For example, in the 
image hierarchy, shown in Figure 2 (left), the images are represented, at the first level 
with raw and processed images and at the next level, processed images are divided into 
images with computer segmented and user segmented futures. A model of the imaged 
organ is represented with the organ structure at different levels of abstraction. Figure 
2 (right) shows the subdivision of the human lung into components.
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Panorama uses an object relational database that provides links from object 
attributes to tables. One particularly useful feature in Panorama is the unlimited 
interconnection of objects and object attributes. This feature enables implementa-
tion of different knowledge representation formalisms, i.e. semantic networks and 
frames, which we have used for modeling medical knowledge. 

The domain knowledge stored in Panorama consists of a semantic lung model 
with information about anatomical landmarks and their appearance, and knowledge 
of the surrounding structures of the lungs. It also includes knowledge of lung pathol-
ogy in terms of diseases and disease patterns.

The knowledge about medical imaging techniques is used to organise the image 
data in different image categories, for example, an image’s modality, body part and 
disease. This information is usually extracted at image entry from the DICOM 
(Digital Imaging and Communications in Medicine) header. MIA uses part of 
the IRMA (Image Retrieval in Medical Applications) coding system for image 
organisation in the database8. 

Indexes and Filters
Panorama maintains several indexes to enable efficient access to data and to achieve 
a good performance when traversing a large information space. All indexes are 
constructed automatically when each table is created or changed. Since there is no 
restriction on the number of indexes, MIA maintains indexes on all anatomical 
features that are segmented and the diseases that are associated with the images in 
the database.

One of the challenges in implementing an efficient retrieval system based on 
image content is how to perform reduction of the search space. MIA uses differ-
ent filtering techniques for such reduction. By using the knowledge about imaging 
techniques, images are organised in different categories. When searching for similar 
images, the modality is used to reduce the search space, by selecting only images 
from the same modality. Next, the information about the body part or the imaged 
organ is used to further reduce the search space. Additional filtering is applied based 
on knowledge of anatomy that helps to select the subset of images that contains 
a particular organ feature. In the case of searches for images with similar disease 

Figure 2. Examples of an image hierarchy (left) and a lung model hierarchy (right)
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patterns, knowledge of pathology is used to navigate through the images, grouped 
by disease patterns, to select only the ones that belong to a particular disease. 

Additional filters can be defined in Panorama to display only subsets of data 
in the database. Panorama enables an intuitive filter definition mechanism. A 
user can build quite complex logical statements by selecting a field name from a 
drop down menu, and by selecting a logical operator from the list of the available  
operators. 

GRAPHICAL USER INTERFACE

Radiologists communicate with MIA via a graphical user interface (GUI), which 
consists of a data manager and an image manager. An example of the MIA GUI is 
shown in Figure 3. The data manager is part of Panorama. It provides intuitive tools 
for data management and enables a “panoramic” view of the data. In this view the 
object is displayed with all the objects that it is linked to. The linked objects either 
store additional information about the selected object or are in some neighbourhood, 
for example patients with similar age or similar diagnosis. As shown in Figure 3, by 
selecting a patient ID from the patient list (left side), all data about that patient, 
stored in different tables, are displayed simultaneously. 

An image from the patent record can be displayed by double-clicking on the link 
to the image location. The Image manager is automatically activated and displays the 
image (Figure 3). In addition to displaying the current image it enables access and 

Figure 3. MIA Graphical User Interface showing a screen of the data manager 
(Panorama); data selection and display (left) and a screenshot of the image manager 
displaying an image with information from the DICOM header (right)
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viewing of all related images from the same patient or from other patients. The image 
manager is used for a few additional tasks, namely image-based similarity searches, 
browsing through the image database and displaying image search results. 

EMPIRICAL EVALUATION OF THE SYSTEM

MIA enables a range of queries to be performed by users. Searches for similar images 
can be done using global attributes, organ specific image attributes, a disease region 
and by user defined Regions of Interest (ROI). The system uses the information stored 
with the search image and decides which type of search can be performed. If the search 
image contains only global attributes then the system will ask the users to provide 
weights for the global attributes used in calculating similarity. If the search image 
contains local attributes and organ specific image attributes the system will lead the 
users to select which features, organ specific image attribute or disease regions are to be 
used for the search. A user can also draw a region of interest on the image to perform 
a search for images that have similar ROI by position and content. 

To evaluate the system’s performance, we have experimented with different types 
of queries to measure recall and precision. Based on preliminary experiments, we 
regarded a similarity degree of 75% to be the minimal amount necessary to achieve 
good matching without missing potential similar cases and not retrieving lots of 
images which did not contain sufficiently useful information. The database used for 
our experiment contained just over 800 images composed of 774 CT DICOM images 
of the lung and 30 JPEG (Joint Photographic Experts Group) images of the lung and 
the brain (24 JPEG CT images, 4 JPEG MRI images and 2 JPEG X-ray images of the 
chest). As a result of the CAD analysis, 650 CT images had organ specific attributes 
and 141 CT images had disease regions. 

To test the accuracy of the similarity search we chose a CT image of the lungs 
corresponding to the apical region of the lungs with the search based on organ 
specific attributes. Figure 4 shows the 8 best results of the search, with the retrieved 

Figure 4. The first image from the left is the search image and the second image is 
the most similar one
The first 8 most similar images from the resulting set are shown on the right side. The similarity value 
is displayed under each image.
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images presented in descending order of similarity. In all these images the trachea is 
visible confirming that the retrieved images are from the apical region of the lung. 
From the 650 images with both lung boundaries segmented, 201 images were found 
to have similarity of more than 75%. The search performed on all images resulted 
in 30.97% precision and 100% recall. 

To be useful in clinical practice, clinicians should be able to choose the number of 
images they are prepared to view. Consequently the system enables a user to restrict 
the number of returned images (N) from a search result. To analyse the influence of 
N on Precision and Recall, we repeated the same search using 5 different values as 
shown in the table in Figure 5. For each search the system returned N most similar 
images. From the MIA database, out of 650 images with lung boundaries segmented, 
201 images were found to have similarity of more than 75%. The graph in Figure 5 
demonstrates that with increasing number of retrieved images Precision increases 
but Recall decreases.

The efficiency of the system in retrieving images was also evaluated. This was done 
by measuring the time to retrieve images with respect to the number of images being 
searched. Searches were performed using global attributes with 100, 300, 500 and 700 
CT images. The table in Figure 6 shows that the search time ranged from 0.49 seconds 
when 100 images were being searched to 2.42 seconds with 700 images.

The graph in Figure 6 shows that when global attributes was used as the search 
term there is an almost linear relationship between the retrieval time and the 
number of images searched. However, when similar image retrieval experiments 
were performed using organ specific attributes as the search term, there was a non-
linear increase in time to retrieve images as the number of images increased. This 
can be explained by the many attributes that need to be compared. 

Figure 5. The Precision and Recall calculated for searches when the retrieved 
number of similar images was restricted to 50, 100, 200, 400 or 650 images
The behaviour of Precision and Recall in relation to retrieved images is graphically presented. The 
number of all images with segmented lung boundaries is 650 and the number of images with similar-
ity greater than 75% is 210.
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DISCUSSION

In this paper we have described a Medical Image Assistant (MIA) designed to 
improve the functionality of a hospital Radiology database (PACS) by enabling 
efficient image retrieval by content. It facilitates image-based diagnosis by providing 
easy and intuitive access to patient data including all images of an individual patient, 
as well as access to images from similar previously diagnosed cases. One of the chal-
lenges in implementing an efficient retrieval system based on image content is how 
to deal with complex and highly dimensional data. The Medical Image Assistant uses 
knowledge based image analysis for creating less complex semantic representation of 
the image content. It uses knowledge based and other filtering techniques for reduc-
tion of the search space. It also uses the multi indexing capabilities of Panorama for 
quick access to the relevant data.

Panorama, with its sophisticated data management, enables efficient 
implementation of the MIA system and increased the system’s efficiency. The distinct 
feature, the unlimited interconnections among the objects and the attributes, enabled 
easy implementation of the complex hierarchical data structures used in the medical 
imaging domain. This also enabled implementation of different knowledge repre-
sentation formalisms. Another distinct feature of the system is the view provided 
by Panorama that enables an efficient way of viewing complex patient data. This 
is particularly useful, since MIA stores, in addition to images, also different types 
of patient information including demographic data, referral letters, radiology and 
other specialists’ reports. 

The system requires further development to improve its precision. It will clearly 
be impractical for clinicians to review hundreds of cases if these are returned by 
the system. It must however be appreciated that in our test cases we were matching 

Figure 6. The measured times for searches performed on global attributes with 100, 
300, 500 and 700 images
The average retrieval time is graphically presented.
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anatomical images which were essentially disease free and this explains why so many 
matches were returned. We would expect that if the user was trying to match an 
image with pathology in it, the number of matches returned would be much lower. 
Inevitably however the precision and recall of MIA in dealing with different patholo-
gies, e.g. cysts, carcinomas, lymphomas, infectious diseases, etc., needs to be evalu-
ated. In addition the speed of retrieval will probably also have to be improved as 
hospital databases will have several thousands of images with new images added on 
a daily basis. Consequently it may take several minutes to retrieve relevant matches. 
Our immediate plans are to add more images to the database for different organs 
and to extend the computational capabilities of the MIA system by adding different 
statistical analyses to increase the system functionality. We also plan to experiment 
with different imaging modalities in order to determine the best set of attributes to 
describe the image content.
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